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Supervisor: Matt Carlton 

 
 
Project Idea #1: How do you create simultaneous 95% CIs for multinomial proportions? 
How do you determine the sample size required to estimate all the proportions to within a 
prescribed margin of error at 95% simultaneous confidence? And what if you’re sampling 
from a relatively small finite population?  
 
The project would begin with a literature search, involve a heavy amount of simulation, and 
then (possibly) some theoretical results. 
 
Necessary Background: Basic computing, familiarity with simulation (in R, Matlab, 
whatever). Completion of STAT 418 preferred but not required. 
 

 
******************************************************************** 

Supervisor: Beth Chance 
 

General research ideas in statistics education, assessment, technology, and 
teacher preparation welcome as well. My interests also include sports and 
regression. 
 

Project Idea #1: Research assistant to help with NSF grant evaluating student learning 
and attitudes with a randomization-based curriculum using hierarchical linear models. Data 
can be cross-classified with students' prior knowledge and attitudes about statistics, and 
other demographic information. The data analysis could be the basis of a journal article in 
statistics education. The project would involve learning about HLMs, applying such models 
to the data, and comparing student performance across institutions (and opportunity to 
help design new course to be offered Fall 2017). 
 
Project Idea #2: An investigation of the bootstrap methodology and its appropriateness 
for the introductory curriculum. 
- Doing some reading on bootstrapping (I can point you to some classic and new textbooks 
explaining the idea) including some of the different implementations for bootstrapping 
(e.g., percentile intervals vs. fancier stuff) 
- Some simulations involving bootstrapping (does it do what they claim, comparing 
methods) 
- Investigate some ways to incorporate bootstrapping into an intro course (trying out some 
different applets, technologies that are out there now, see what might be intuitive for an 
intro student) including the debate of whether to use bootstrapping for intervals and other 
techniques for testing or to use bootstrapping for sampling and other techniques for 
random assignment 
- Making some final recommendations as to whether, and if so how, bootstrapping should 
be taught in the intro course, possibly instead of t-intervals.  This could involve testing out 
some activities in a class like Stat 217 during the year. 

 
Project Idea #3: Many statistics educators are advocating more “modern methods” in the 
undergraduate statistics curriculum (e.g., “Statistical Learning:” LASSO, Boosting, Splines, 
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Random Forests). These methods tend to be exploratory and useful with large data sets, 
rather than small sample inference methods (e.g., how do I estimate the form of the 
model). Two recent texts survey these methods and illustrate their applicability.  The 
project would be learning about these methods and exploring where they could be 
integrating into the Cal Poly curriculum, perhaps developing lab modules. 
 
Facility with R and SAS are required. 
 
Project Idea #4: Following up the department’s recent program review, we are looking 
for a student to help design, implement, and analyze a survey of employers of Cal Poly 
students (this would follow-up a recent senior project that surveyed stat major alumni). 
 
STAT 421 would be a plus. 
 
***************************************************************** 

Supervisors: Jimmy Doi 
 
Project Idea #1: There are many methods that have been proposed for generating 
confidence intervals for the binomial proportion π. We typically assess the performance of a 
confidence interval method by determining coverage probability and expected or average 
length properties. One popular method was developed by Clopper and Pearson (1934) 
however their method yields confidence intervals that can be very long and have very high 
coverage. In a recent paper by Thulin (2014) the author investigates modified versions of 
the Clopper Pearson interval that yield better length and coverage properties. We will go 
through this paper and develop R code to reproduce the paper’s results. Finally, using your 
R code you will develop a corresponding app in Shiny. 
 

Thulin (2014), “Coverage-adjusted Confidence Intervals for a Binomial Proportion”, 
Scandinavian Journal of Statistics, Vol. 41: 291—300. 
 

Necessary Background: Completion of STAT 331 (with a B or better). STAT 418 would be 
helpful but is not required.  
 
 
Project Idea #2: When using log-linear/Poisson regression to model count data we 
assume the underlying reference distribution is Poisson. However there are times when 
data exhibit greater variability than expected for a generalized linear model. This 
phenomenon is known as overdispersion. To address this issue, instead of using Poisson 
regression we can turn to negative binomial regression. This topic is at most briefly 
discussed in our categorical data analysis course. To better understand this rich topic we 
will do selected readings/investigations from Negative Binomial Regression (2011) by 
Joseph Hilbe (2nd Edition, Wiley). All coding investigations will be done in R. Finally, using 
your R code you will develop corresponding apps in Shiny. 
 
Necessary Background: Completion of STAT 331 (with a B or better) and STAT 418 (with a 
B or better). 
 
 
******************************************************************** 
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Supervisor: Hunter Glanz 
 
Project Idea #1: Land Cover Shiny App in R 
 
Land surface characteristics of the Earth help inform climate models, natural resource 
management, land use policy, and much more. Remote sensing data are provided by a 
number of satellite instruments that have been observing the Earth for quite some time. 
While land cover classification from these data is an interesting and challenging task in 
itself, I’m proposing something different with this project.  
 
Here I propose taking existing classification products and making them more 
available/accessible to the public and the consumers mentioned above! Classification 
products are freely available online. So, the task will involve obtaining the data, creating a 
Shiny App with a nice map interface with options for overlaying the land cover classification 
product and possibly exporting subsets of the data, and possibly more. 
 
Necessary Background: STAT 301, 302, 331 
 
Project Idea #2: Data Science Specialization  
 
Johns Hopkins University offers a specialization in data science comprised of nine free 
online courses through Coursera. The series of month-long courses gives an introduction to 
the basic tools used by data scientists, training in good practices, and an overview of data 
science. The courses cover reproducible research, version control, R programming, data 
extraction and cleaning, graphics, machine learning, generalized linear models, and 
developing data products using Shiny. In this project, you would complete the nine courses 
and analyze a large data set of your choosing in a project that combines at least three new 
concepts you learned in the courses.  
 
Necessary Background: STAT 324, 331 
 
Project Idea #3: GPS Tracking 
 
Simple-to-use, free apps for your phone exist for tracking your GPS over a specified period 
of time. This is a relatively new type of data to be collecting on people (especially so 
casually). I’m interested in learning more about the analysis tools and methods associated 
with such data. This project could involve many different ideas/tasks, but the current 
proposal is: 

- Recruit Cal Poly student volunteers to track their GPS for a certain period of time 
each day for a week. Record other school information (major, standing, etc.) 

o What buildings/locations do they spend the most time in? 
o Can we predict their major? Standing? 
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Project Idea #4: Table Eater (R or SAS) 
 
There currently exists functionality in both of these software packages to scrape data from 
the web, but it can still kind of be a pain.  
 
Dr. Carlton demands a function (or something similar) that simply takes a url and “spits 
out” the data table on that page as a .csv or .txt file, and I’d like to give it to him. This 
could greatly simplify casual web-scraping and data acquisition.  
 
This could end up as a package in R or SAS, or even a Shiny App in R. 
 
Necessary Background: STAT 330, 331 
 
Project Idea #5 (French Hospital; Joint with Rebecca Ottesen): Improving Fracture 
Risk Assessment 
 
The World Health Organization defines Osteoporosis as low bone mass and a 
microarchitectural deterioration of bone tissues leading to increase in bone fragility and an 
unacceptable fracture risk. Bone Mineral Density (BMD) measured with DXA scan has been 
the gold standard. However, more than 50% of patients that fracture do not have a DXA 
score in the osteoporotic range. This project will involve using alternative metrics to to 
assess low bone mass and microarchitectural deterioration of bone tissues using data 
collected by Dignity Health and French Hospital. 
 
Necessary Background: STAT 330, 331, 323, 324 
 
Project Idea #6 (French Hospital; Joint with Rebecca Ottesen): Retrospective 
Analysis of Metabolic Profiles of Bariatric Surgery Patients 
 
DXA scans provide total and regional body fat, bone mineral content lean muscle mass and 
resting energy expenditure. Standard medical records provide age, gender, ethnicity,  
medications, blood work, comorbidities, surgical complications. All of these patients are 
also entered into a national surgery registry. We would like to analyze if baseline scale 
weight, DXA parameters ( lean mass, fat mass or bone mass), medication burden, age, 
gender, ethnicity, diabetic severity, liver disease predict surgical complications, percent 
weight loss, percent fat loss, percent muscle loss or bone loss, medication reduction, 
resolution of diabetes. We would also like to use the DXA lean mass and total mass to 
study the variance in calculations for Creatinine Clearance.  Since obesity underestimates 
renal impairment , DXA derived lean body mass would be preferable to scale total body 
weight for creatinine clearance calculation for glomerular filtration rate (GFR). 
 
Necessary Background: STAT 330, 331, 323, 324 
******************************************************************** 

Supervisor: Gary Hughes 
 
Project Idea #1:  Thermal infrared cameras are used for many applications, such as 
security/surveillance, firefighting, wildlife monitoring, pedestrian detection, industrial 
process control and more.  I have several infrared cameras donated by FLIR Systems, Inc. 
that can be used by students. Active projects include: Flying a camera in a drone to 
monitor San Joaquin Kit Fox populations at a Solar Array Facility in the Carrizo Plain; Multi-
spectral image blending for pedestrian detection systems in automobiles; Thermal mapping 
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of laser heating on a surface, and comparison to model predictions. Senior Projects 
involving infrared images and video can also be tailored to suit your interests. 
  
 
Project Idea #2:  The DE-STAR project is a collaboration with the Physics Department at 
UCSB that envisions a large, orbiting solar-powered laser system used to deflect asteroids 
heading toward Earth. Many aspects of DE-STAR research require statistical 
methods.  What is the chance that the Earth will be hit by a large asteroid in the next 
decade?  Why did we know that asteroid 2012 DA14 would not strike Earth on February 
15th, 2013?  Why didn’t we know that a meteorite would strike Chelyabinsk, Russia on the 
same day?  Several lines of research for DE-STAR would be suitable for your Senior Project. 
 
Project Idea #3:  If you haven’t noticed already, the world is filling up with data.  Well, at 
least hard drives and the cloud are filling up with data.  The world definitely needs people 
who can extract useful information from the piles of data that are lying around.  For 
example, the local police department keeps records of crimes: when the crime was 
committed, where it occurred, the type of crime, etc.  Crime data is accumulating all the 
time; can we analyze the data, and use historical records to aid in crime prevention?  
Ongoing attempts to analyze crime data include methods from time series analysis, and 
there are plenty of other methods that could be helpful.  Such a real-world project would 
definitely help your academic résumé stand out. 
 
Project Idea #4: A computing cluster, consisting of several Raspberry Pi nodes, is set up 
in the Stat Lab.  The system provides an opportunity to learn how distributed computing is 
implemented.  The nodes are all running Raspbian OS, a Linux implementation tailored to 
Raspberry Pi hardware.  Projects could include comparing distributed job performance to 
single-processor performance, or development of distributed code for a specific statistics 
task. 
 
*********************************************************************** 

Supervisor:  Ulric Lund 
 
Project Idea #1: Research a topic of interest to you using one of many publicly available 
large national survey data sets, such as ones related to healthcare utilization and 
expenditure, census results, finance, real estate, and automobile crashes. 
 
Specific tasks would include but may not be limited to: 
• Specify your research question, and determine whether an appropriate data set is 

publicly accessible. 
• Perform a literature review, to see what has been published on your research question 

in the past. 
• Familiarize yourself with the appropriate data set. 
• Perform the data management and statistical analysis, and produce a report regarding 

your research topic. 
• This could be a great SAS programming project. 
 
Suggested background: 
• STAT 323, 324, 330 or 331. 
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Project Idea #2: Help me update an R package on circular statistics that I help maintain. 
 
Specific tasks would include but may not be limited to: 
• Do some background research on circular statistics in general. 
• Familiarize yourself with the components of an R package and assess the steps required 

to add new functions to the existing package. 
• Write the R code for new functions to add to the package. 
• Write the help documentation for the functions that you wrote. 
• Update the R package with your contributions. 
 
Suggested background: 
• STAT 323, 324, and 331. 
 
Project Idea #3: I am interested in learning more about ArcGIS, a comprehensive 
mapping software. If you would like to explore this program via an application of interest to 
you, we can help each other learn more about ArcGIS. 
 
******************************************************************** 

Supervisor:  Karen McGaughey 
 

Project Idea #1 – Propensity Scores 
Propensity scores are used to design and analyze observational studies so that they 
resemble some of the characteristics of controlled randomized trials. In particular, 
propensity scores are used to balance the effects of covariates among the groups of 
interest in an observational study. Using propensity scores allows causal conclusions to be 
made in studies that have not used random assignment to treatment. For this project we 
will undertake an exploration of propensity score methods, then find a data set collected 
from an observational study on which to implement these methods. 

Suggested Background: STAT 330 and/or 331, 323, 324, 418 (helpful). 

 

Project Idea #2: Power/Sample Size 

The goal of this project is to do a thorough investigation of power and sample size for 
various statistical tests (e.g., 2-sample t-test, ANOVA F-test, Chi-square test, etc.), and 
then develop a Shiny app which could be used in STAT 302, 323 and 324 as a teaching aid. 

Suggested Background: STAT 331, 323, 324 

*********************************************************************** 

Supervisors:  Karen McGaughey, Soma Roy 
 

 
Project Idea: This project is open to anyone with an interest in computer experiments.  
 
What are computer experiments? 
 
Computer simulators are often used when it is either impossible or infeasible to observe the 
actual systems or processes. Examples of such processes include climate change, spread of 
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infectious diseases, and car crashes. Often the simulators or codes are very complex, 
requiring many hours or days for a single simulation, and thus the number of times we may 
implement the code to collect data needs to be as small as possible. The running of such a 
code at a few chosen input settings comprises a computer experiment. We will use our 
statistical knowledge to write code to replace or emulate the time-consuming computer 
simulators. 
 
Your senior project will involve, among other things, reading papers about design and 
analyses of computer experiments, writing algorithms and code for one or more topics of 
interest to you. 
 
•        Computing skills: R; SAS; if you haven’t used MATLAB you will learn how to use it. 
•        Suggested courses: STAT323, STAT324, and STAT 325. 
•        Concurrent enrollment in STAT 425 preferred. 
 
 

 
******************************************************************** 

Supervisor: Shannon Pileggi 
 
Project Idea #1: Statistics instructors can spend a great deal of time searching for ideal 
data sets to use for teaching purposes.  A single motivating data set that can be used to 
illustrate multiple statistical methods is a great resource for the classroom.  Such ideal data 
sets usually have an interesting topic with background published research that is accessible 
to a general audience, a “good” sample size, and at least five variables (a mix of 
categorical and quantitative).  Fortunately, with the recent emphasis on reproducible 
research many published research articles are making their data sets freely available.  
Some resources for these include databases that are accessible through the library. 
In this project, you’ll use these databases to identify a single data set of interest, compile 
relevant background information for the data, and create a set of guided exercised that 
instructors could use to motivate statistical methods at either introductory or more 
advanced levels.  Completion of STAT 324 and either STAT 330 or 331 is recommended. 
 
Project Idea #2: Study design with appropriate sample size recommendations is essential 
for grant funding, yet the power calculations can be quite sensitive to the assumed 
parameter values.  This is inspired by a researcher in the kinesiology department who 
wants to examine the effectiveness of bottle feeding an infant with a clear bottle (control 
group) versus an opaque bottle (treatment group).  The primary aim is to determine if 
weight gain is lower in the treatment group, as assessed by weight for length z-scores 
(WLZ).  In both the treatment and control group, the infants’ WLZ is to be assessed at 
baseline and 4 week follow up, so at the end of the study we can compare the difference in 
the WLZ scores between the two groups.  In this project we will do simulation to examine 
how the correlation in WLZ scores between the baseline and 4 week follow up affects the 
sample size and power calculations.  Completion of STAT 323 and either STAT 330 or 331 is 
recommended. 
 
******************************************************************** 

 
 
 

http://guides.lib.calpoly.edu/datasources
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Supervisor: Steve Rein 
 
Project Idea #1 - Exploring factors which predict student graduation rates to advise the 
admissions office.  Using data available to the admissions office, I would like to work with a 
student to develop a predictive model for whether any particular admitted student will 
graduate within 4 (or 5 or 6) years.  Ideal experience: Stat 418 and use of R. 
 
Project Idea #2 - Sea Turtles 1.  Continuing last year's senior project work of Tyler 
Plevney, I want to develop a poisson regression model that uses phase of moon and day of 
year to predict the number of turtles which will crawl out of the water to lay eggs on the 
beach.  Ideal experience: Stat 418, R. 
 
Project Idea #3 - Seat Turtles 2.  Theoretical work in autoregressive Poisson models.  Via 
maximum likelihood and simulation, we will explore aspects of how including correlation 
between data points in time can be done.  Ideal experience: Stat 418, 427, R 
 
Project Idea #4 - As always, any student interested in time series models … and 
particular in models with both an explanatory variable and a response variable should see 
me.  Ideal experience: Stat 416, Stat 425 and R. 
 
 
******************************************************************** 

Supervisor: Kevin Ross 
 

Project Idea #1: Investigate some interesting questions using data from the 2016 
Olympics.  For example, does the order of competitors influence scores of judges in sports 
like gymnastics or diving?  In which sports are the results the “most random”? 
 
Project Idea #2: Stat 405 covers much of the theory of Markov chains and explores their 
applications as probability models, but the course does not cover any statistical analysis of 
Markov chains.  This project will investigate methods for fitting Markov models to data. 
 
Background: most appropriate for students who have completed Stat 405. 
 
Project Idea #3: Investigate an interesting topic in probability.   Possible topics include: 
Find an optimal strategy in the dice game Dragonwood.  Investigate the power of a test for 
identifying the hot hand in basketball.  Contribute to the development of software and 
Shiny apps for teaching concepts involving stochastic processes. 
 
Background: Stat 305 and Stat 331, as projects will involve a substantial amount of 
simulation in R. 
 
********************************************************************* 

Supervisors: Kevin Ross and Dennis Sun 
 
We are developing a Python package (Symbulate) which provides a user friendly framework 
for conducting simulations involving probability models like those covered in Stat 305 and 
405.  There are two ways in which students could contribute to this work. 
 
Project Idea #1: Contribute to the development of Symbulate, especially in writing unit 
tests. 
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Background: Fluency in Python, strong software engineering skills.  Stat 405 is a plus, but 
not required. 
 
Project Idea #2: Contribute to the documentation for Symbulate, by writing a tutorial and 
help files for the functions. 
 
Background: some exposure to Python, strong writing skills.  Stat 405 is a plus, but not 
required. 
 
 
******************************************************************** 

Supervisor:  Soma Roy 
 
Project Idea #1: Teaching statistics in K-12. 
 
This project should be especially beneficial to someone who wants to go into teaching 
statistics in K-12. 
 
You will be involved in 

• Conducting a review of where things stand at present with teaching statistics in K-12 
• Researching the topics taught in one of the following: Elementary school, Junior 

High, or High school 
• Researching the Common Core State Standards for Statistics 
• Writing learning tasks/activities that improve student understanding of statistical 

concepts. 
• Writing assessment tasks/activities.  

 
Project Idea #2: What to do with missing data? 
Survey data often come with missing observations. This project will involve learning about 
the types of missingness (for example, missing completely at random, missing at random, 
etc.), and how to go about dealing with the various types of missingness, including 
exploring the different types of imputation. The project will also involve writing and 
executing code to implement different types of imputation. 
 
Suggested courses: STAT 324, 421; a thorough knowledge of regression analysis, some 
knowledge of survey sampling, and some knowledge of R or SAS is expected to be useful. 
 
 
Project Idea #3: Research questions of interest based on survey data related to health 
studies. You will be required to, among other things, 
 

• Conduct a literature review of existing work related to your questions of interest. 
• Analyze the data to answer questions of interest. 

 
Suggested courses: STAT 323, 324; a thorough knowledge of regression analysis will prove 
to be useful. 
 
************************************************************************* 
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Supervisor:  Andrew Schaffner 

Project Idea #1 – Algal productivity models for Biofuel Industry 
 
Over the last decade, the U.S. government has invested millions of dollars researching the 
growth of microalgae as a feedstock for biofuel. Microalgae are an attractive biofuel 
feedstock because they are more productive than traditional terrestrial crops and because 
they can be grown on wastewater; thereby eliminating or at least reducing competition 
with agricultural resources for growing food.  
 
The Water and Energy Sustainability Training Team (WESTT) directed by Professor Tryg 
Lundquist in the Environmental Engineering Department has been growing algae on 
wastewater in pilot scale raceway ponds since 2010. While the research objectives of the 
projects are multifaceted, two overarching goals have played a role in all projects; these 
include advancing wastewater treatment by removing nutrients and the maximization of 
algal productivity, to produce the largest quantity of biomass for biofuel production. The 
purpose of this senior project would be to develop a model, based on data collected over 
multiple years at multiple locations to develop an algal productivity model. Parameters in 
the model could include nutrient concentration, light intensity, day length, temperature, 
pH, dissolved oxygen and day length. Data are temporally correlated and some parameters 
may require a time lag function. The development of this model would likely include co-
authorship on a scientific journal article. 
 
Suggested Background: STAT 323, 324, 331 
Maybe helpful: 416, 419 
 
Project Idea #2: Wastewater Treatment Modeling 
 
The US EPA is placing increasingly stringent regulations on wastewater treatment plants 
requiring less nitrogen be discharged from treatment facilities.  One approach to removing 
nitrogen from wastewater involves growing algae on the wastewater. This approach is 
attractive, especially in rural communities with sufficient land. The initial investment in 
infrastructure is significantly less than other nitrogen removal technologies and the 
microalgal biomass produced has a variety of beneficial uses including use as a biofuel 
feedstock. 
 
The Water and Energy Sustainability Training Team (WESTT) directed by Professor Tryg 
Lundquist in the Environmental Engineering Department has been growing algae on 
wastewater in pilot scale raceway ponds since 2010 (Is this date right?). While the research 
objectives of the projects are multifaceted, two overarching goals have played a role in all 
projects; these include advancing wastewater treatment by removing nutrients and the 
maximization of algal productivity, to produce the largest quantity of biomass for biofuel 
production. This project focuses on advancing wastewater treatment technologies and 
would involve modeling the nitrogen removal capabilities of the pilot scale raceway ponds 
based on other observational parameters such as algal productivity, initial nitrogen 
concentration, temperature, dissolved oxygen and pH. Data for this project have been 
collected on a weekly basis for almost three years at two different locations in California. 
Data are temporally correlated and some parameters may require a time lag function. The 
development of this model would likely include co-authorship on a scientific journal article.    
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Suggested Background: STAT 323, 324, 331 
Maybe helpful: 416, 419 

Project Idea #3 - Statistical Applications in Fisheries Research 
 
The Center for Coastal Marine Sciences has a very active research lab which includes both 
field and laboratory studies and experiments that generate a wide variety of statisitcal 
problems.  Your project would involve working with one or more Biology graduate students 
to help them with the statistical analysis of their data.  Often these problems involve 
extensive data management, an appreciation of spatio-temporal data, as well as the use of 
more sophisticated models than those thoroughly covered in many of our courses. 
Depending on the problem, you may also have the opportunity to learn some GIS (on your 
own). 
 
Suggested Background: STAT 324, 331, 419 

Project Idea #4 – Improving pregnancy outcomes and health of malnourished 
women in Malawi 
 
Malnutrition during pregnancy is more common in poor women in the developing world due 
to inadequate dietary intake combined with increased nutrient requirements; pregnancy 
risk is more consequential than among other demographic groups with increased risk of 
maternal and infant mortality and the lifelong effects of fetal malnutrition. Cal Poly 
professor, Dr. Peggy Papathakis, leads a research group to study whehter providing either 
a fortified flour or fortified paste-based supplementary food designed to replete the nutrient 
deficits during pregnancy will result in improved maternal nutritional recovery rates and 
higher infant birth weights and lengths. This study is a randomized, controlled clinical trial 
of 3 supplementary foods in 1800 moderately malnourished Malawian women who are 
pregnant. A huge number of variables are measured on each woman over time including 
nutritional intake, socioeconomic, and physiological data.  
 
Your role would be to support Dr. Papathakis and her group of masters students in their 
many varied analysis. Under my guidance, you would serve as primary consultant to her 
and her students. You would run analyses, write reports, and train students to run simple 
analyses. You can learn more about her project here: 
http://www.npr.org/sections/goatsandsoda/2015/05/09/399382433/is-peanut-butter-the-
best-present-for-malnourished-teen-moms-to-be 
 
Suggested Background: STAT 323, 324, 419 
 
 
******************************************************************** 

Supervisor: Jeff Sklar 
 

Project Idea #1: Research Methods to Explore Educational Data 
Use various statistical methods (for example, linear regression, logistic regression, 
or discrete-time survival analysis methods) to examine various educational outcome 
variables such as persistence, GPA, or graduation for Cal Poly students.   
Suggested Background:  STAT 324 
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Project Idea #2 (with Dr. Andy Guyader from ARCE):  NFL Analytics  
Football games produce large amounts of data. A metric to evaluate drive performance has 
been initiated taking into account starting field position, yardage covered and drive result. 
This metric has been applied to several years of historical NFL data to create game 
visualizations. Calculations applied to the drive metric reveal team strength from a game 
and at a current state within a season. Performance trends from drives and games also 
give insights into match-up analysis.   
 
This project may involve the expansion of the drive metric to explore the inclusion of more 
input parameters, the optimization of the relationship between performance and final score 
and also outcome prediction. Currently, data has been successfully managed for all NFL 
games from 2009-2015.   
 
Elements of this project will be incorporated into the analysis presented by The Q5. Visit 
www.theQ5.com for more information about the company and its efforts in the area of 
football analytics.  

Suggested Background:  STAT 324, R, Matlab is a plus 

Project Idea #3:  Cal Poly Donors  
(From Allie Burnett from University Development) 
 
The Gift Planning Office is under the University Development umbrella.  The Gift Planning 
Office oversees all bequest activity for the University.  We would like to do predictive 
modeling and/or multivariate matching of our donor database to determine who other likely 
donors are.  We have records for over 400 households who we know have included Cal Poly 
in their will/trust (some are deceased).  We would like to look at their characteristics and 
overlay that on our entire database of 366,216 individuals to target our marketing 
resources. 
  
We will initially pull all variables available to us for the 400 households we are trying to 
imitate.  The students could review all the data we have so that we are not limited to 
known identifying variables.  In other words, we know age, wealth rating and past giving 
will be indicators, but there may be other common traits we are not aware of and the 
students could help us identify those.  
  
After the students have identified the variables they would like to focus on, we would 
request that data on our entire database for the predictive modeling and/or multivariate 
matching 

Suggested Background:  STAT 324, STAT 419 would be a plus 

 
************************************************************************* 

Supervisor: Dennis Sun 
 

Project Idea #1: The Evolution of Chant.  Gregorian chant is the oldest tradition in 
Western music.  Musical notation had not been invented, so chant was transmitted orally 
from one monk to another.  You can imagine that each time a chant was transmitted, the 
learner might change the chant slightly--either because they misheard or misremembered 
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it (like in a game of telephone) or because they thought it might sound better a different 
way.  As a result, by the time a chant reached a far-off place like England, it sounded quite 
different from the original chant from Italy. 
 
In this project, you will use the differences between these different versions to trace the 
spread of Gregorian chant throughout Europe, much like how biologists use differences in 
DNA to create evolutionary trees.  This project will require some amount of data cleaning 
and R programming and will likely lead to a publication. 
 
Necessary Background: STAT 331 and the ability to read music is required. 
 
 
Project Idea #2: Designing Data Science Labs. In this project, you will find cool, complex 
data set (e.g., in XML or JSON format or stored in a database) and design a set of 
challenging exercises around that data set in the Jupyter Notebook.  The target audience is 
a DATA 301 student.  Your case study could become one of the labs that we use in DATA 
301! 
 
Necessary Background: DATA 301 is required. CSC 365 is recommended. 
Project Idea #3: Designing Javascript Applets for Statistics. In this project, you will 
design interactive Javascript applets that explore and elucidate some concept from 
statistics.  The great thing about Javascript applets is that they run completely in the 
browser, so they are completely portable---unlike Shiny apps, which require a backend 
server to handle the computations.  However, Javascript does not have as many built-in 
statistics functions as R, so this project will involve implementing some statistical methods 
in Javascript. 
 
Necessary Background: STAT 301/2 and experience with HTML is required. Prior knowledge 
of Javascript is helpful but not required, as long as you are confident in your programming 
abilities. 
 
 
Project Idea #4: Making Statistics Videos. In this project, you will make several artistic, 
entertaining, and informative videos, in the vein of Veritasium or Minute Physics but for 
statistics.  These videos will be uploaded to Youtube, shared with the world, and possibly 
incorporated into STAT department courses. 
 
Necessary Background: STAT 301/2 and experience with movie making/editing is required. 
 
 
Project Idea #5: Contributing to open-source statistics software.  In this project, you will 
contribute to the development on an open-source project.  This is a good way to build up 
your Github profile, which data science recruiters will look at.  You will practice software 
engineering skills such as version control, unit testing, and object-oriented design.  Open-
source projects in desperate need of contributors is Symbulate (a simulation package I am 
developing with Dr. Ross) and the Python port of ggplot, but I’m also happy to work with 
you on a different project, too. 
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Necessary Background: STAT 331, CSC/CPE 101-102-103, and strong software engineering 
skills.  You should be very comfortable with the language of the library (whether it be R or 
Python). 
 

 
******************************************************************** 

Supervisor:  John Walker 
 

Project Idea #1 – SHINY Applets for Regression and ANOVA Concepts 
Prerequisite:  STAT 324, STAT 331 
I have a number of ideas for applets to demonstrate advanced ANOVA and regression 
concepts. (For example, how is multicollinearity affected by different levels of correlation 
between predictors.) I’d like to work with a student to develop some SHINY applets in R to 
demonstrate these concepts. Some of the applet ideas could come from simulations 
described in the next two project proposals. 
 
Project Idea #2 - Simulations of Regression and ANOVA Problems 
Prerequisite:  STAT 323, STAT 324, STAT 330, STAT 331 
I am interested in studying how much regression and ANOVA results are affected by 
violations of assumptions and other problems, such as multicollinearity, and what are the 
best ways to detect these problems.  We talk a lot in class about checking model 
assumptions, but how much of a difference does it really make to the results when 
assumptions are violated? Previously, I have studied how regression results are affected by 
non-normal data and how successful normality tests are at detecting these violations. 
There is more work to be done on this subject. Alternatively, the project could involve 
looking at another assumption, such as independence, and simulating how much regression 
results are affected by autocorrelated errors and the best way to detect autocorrelation 
(Durbin-Watson Test vs. other autocorrelation tests) 
 
Project Idea #3 – Power Analysis for Advanced Experimental Designs 
Prerequisite:  STAT 423, STAT 330, STAT 331 
Most statistics software programs have power analysis commands for simple experimental 
designs; however, often consulting client want to know the power for more advanced 
designs. Both SAS and R have some commands for power analysis in complicated designs. 
The first part of this project is to identify which programs support power for which designs. 
Once we know what SAS and R cannot do, we can develop software tools (most likely in R) 
to cover a few designs that are not covered by SAS or R. Ideally, we would write functions 
to compute the power exactly and check those calculations with simulations. In cases 
where the exact power calculation is too difficult, we can rely on simulation alone for the 
answer. The student will need good knowledge of some advanced designs from STAT 423 
(split plot, repeated measures, etc.).  Knowledge of SAS and R is also important to do the 
simulations, although the student doesn’t need to be equally good at both programs. 

 
Other ideas:  I’m also interested in working on senior projects related to sports or gaming. 

 
************************************************************************* 
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Supervisor: Consultants Vary by Quarter 

Supervisors: 

Fall: Jeff Sklar 
Winter: Heather Smith, John Walker 
Spring: TBD 
 

Project Description: Consulting Intern 
Each quarter one (or two) faculty members serve as the statistics department consultants. 
The consultant helps students and faculty across the campus with the statistical aspects of 
their research. Some examples of the type of work the consultant does include helping 
design surveys, sampling and experimental designs, sample size calculations, and data 
analysis. As a senior project for a statistics major, you would shadow each of the 
consultants over the year, attending meetings with clients, conducting analyses, and 
writing summary reports for the client and for a personal journal. 

Necessary background for a student involved in this project is: 

* An interest in working collaboratively with other researchers 
* Strong skills in: 
* Communication, both oral and written 
* Applied statistics 
* JMP, Minitab, SAS and/or R. 
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